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ABSTRACT

Static segmentation architectures make a static partitioning decision for
all images to accommodate a particular amount of partitioning and
cannot adjust to amount or type of change in partitioning needs that may
arise for different parts of an image or in different scenes. propose Self-
Evolving Semantic Partition (SESP), an adaptive segmentation method
which iteratively evolves the segmentation structure according to the
reliability of the different levels of partition granularity in the image by
three co-located components: (1) Intelligent Pixel Relationship Modeling
(IPRM) that learns a number of pairwise pixel relationships jointly, both in
appearance space and in learned semantic embedding space, rather than
using any fixed similarity function; (2) Multi-Level Region Correlation
(MLRC), which computes statistical correlation between candidate regions
with different granularity of partition (pixel, superpixel and object-part)
and uses agreements/ disagreements among the different levels as
feedback signals to guide the process of partition self-evolution,
allocating more refinement steps to less reliable levels and pruning the
process earlier to more reliable levels; and (3) a self-evolution controller
that integrates the three interactive components and iteratively evolves
the partition. SESP is a segmentation method which does not have an
automatic configuration number of segmentation steps nor a fixed
number of levels of refinement steps; in other words, these can be
considered as image-adaptive values. demonstrate steady gains across
each of five benchmarks (BSDS500, PASCAL VOC 2012, Cityscapes, ADE20K
and COCO-Stuff) in terms of mean Intersection-over-Union, Boundary F-
score and Variation of Information compared with static-depth baselines,
and analyze the learned per-image refinement depth, finding that it is
correlated with independent measures of scene complexity. Ablations
show that both IPRM and MLRC offers complementary enhancements, and
that the self-evolution controller offers even further gains than just a
network with a deeper fixed depth.
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INTRODUCTION

Most image segmentation algorithms, either
supervised or self-supervised, use a predetermined
way of computing each image: a predetermined
number of layers within the network, a
predetermined resolution of features, and a
predetermined procedure of turning those features
into a segmentation [5]. This kind of algorithm is easy
to compute but is not optimal for the problem itself,
since some images require more refining than others.
In a case when there is only a small amount of big
contrasty objects, the image can be segmented by
means of just a few features; yet in a complex
situation when there are many small elements with
occlusions and low-contrast edges, the iterative
process of refining must be done more carefully [7].

Another problem with current pipelines is that they
assume one definition of similarity or correlation at
one specific feature space and at one specific spatial
scale. Different scales of structural information are
useful in different ways: pixel-based appearance
information is accurate for texture-related regions,
but becomes noisy around object boundaries;
superpixel-based statistics help reduce noise on the
local level, but combine different objects with similar
low-level statistics; and finally, object part-based
correlations (when available) encode more complex
high-level semantics, but are based on lower levels
and thus susceptible to their imperfections [4]. Using
only one scale of analysis loses valuable disagreement
information that can be useful for defining the
ambiguity of the partitioning [11].

The framework introduce is called Self-Evolving
Semantic Partition (SESP). The basis of the idea lies in
two premises: one, that the relation among pixels
needs to be modeled through a combination of
multiple different cues, as opposed to a
predetermined similarity function; two, that the level
of refinement that needs to be applied depends on
the level of uncertainty, which can vary across
images and partitions. SESP is made up of:

e Intelligent Pixel Relation Modeling (IPRM): a
relation estimator using appearance space and
learned semantic embedding space similarities
with a learned gating strategy determining the
relative importance of each of the similarities
for each pixel pair.

e Multi-Level Region Correlation (MLRC): a
component that computes correlation statistics

for candidate regions at pixel, superpixel, and
object part levels and uses the comparisons
between these statistics to detect disagreement
among different levels in regions.

e Self-evolution  controller: a light-weight
recurrent controller taking the multi-level
disagreement information output by MLRC and
making the decision on whether to refine or stop
refining each region within the budget
constraint.

Our contributions are:

e present the technique of Intelligent Pixel
Relation Modeling, where different similarities
are combined via an adaptive, learnable and
pair-specific gate function rather than via a fixed
or averaged one.

e develop the technique of Multi-Level Region
Correlation, where the explicit measurement of
agreement between groupings at different levels
(i.e., pixel level, superpixel level, and part
level) is used to provide a measure of
uncertainty.

e develop a self-evolving controller that uses the
uncertainty information to assign a different
depth of refinement for each region of the
image.

e demonstrate the superiority of our combination
compared to the static-depth baselines on five
datasets, and additionally, observe correlation
between the learned refinement depth and
independent scene complexity measures.

The rest of the paper is structured as follows: Section
2 surveys related work; Section 3 introduces the SESP
framework; Section 4 explains the experimental set-
up; Section 5 shows our results; Section 6 addresses
our limitations; Section 7 concludes the paper.

ReLaTeD WORK

Fixed-depth
architectures

segmentation network

For all segmentation architectures including fully
convolutional networks, up until recent transformer-
based architectures, a fixed pipeline of operations is
applied to each input image [2]. Though these
architectures work very efficiently on average, this
fixed computation per each image does not consider
varying levels of difficulty among images, and there
has been some evidence in the related field, such as
adaptively computed time for sequences, that input
adaptive computations can lead to increased
efficiency, and sometimes even accuracy [8].
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Multi-scale and hierarchical grouping

Hierarchical Segmentation Algorithms use the method
of constructing region trees or multi-level
decompositions, which merge hierarchically starting
from fine-to-coarse with one similarity measure per
level [3]. Hierarchical segmentation algorithms
generate multiple levels of granularity, but they do
not account for possible disagreements across levels
in any explicit fashion.

Iterative and recurrent refinement

The iterative refinement architecture family of
algorithms, including recurrent  segmentation
networks and iterative denoising-based approaches
like diffusion models, uses a constant number of
refinement steps for a particular segmentation [1].
Most of such approaches use a constant number of
iterations across the entire image instead of adjusting
the refinement process for each region.

Similarity and affinity learning

Pixel affinity and metric learning-based methods used
in segmentation usually learn one embedding space
wherein distances correlate with co-membership in
regions [9][10]. Using several sources of similarity
(such as raw appearances and learned embeddings),
together with per-pair learned gating function, like
the approach used in IPRM, is relatively less explored,
especially when wused alongside a multi-level
correlation measure [6].

PropPosep MeTHOD

Overview

Given an image input I, a backbone network outputs a
dense feature map F. From there, SESP generates
three levels of potential groups as a pixel-wise
similarity graph, a superpixel-level partitioning, and
an object-part-level partitioning (based on initial
clustering of superpixels). IPRM determines the
computation of pairwise relationships at the pixel
level, while MLRC computes correlation statistics at
the three different levels, and the self-evolution
controller decides based on the statistics whether
further refinements are made. This continues until
the agreement criterion is met for all the regions or
the maximum number of iterations (T_max) is
reached.

Intelligent Pixel Relationship Modeling

For a pixel pair (i,j) within a local neighborhood,
IPRM computes two similarity estimates: an
appearance-space similarity using low-level features
(color, local texture statistics), and a semantic-
embedding similarity using a learned embedding e(i)
produced by the backbone. Rather than combining
these with a fixed weight, IPRM learns a pair-specific
gate:

9.1 = (hy ([bapp 1) bem (), Bapp (0.1
- ¢sem (l!])]))

where ¢, (i,j)and ¢, (i,j)are scalar similarity
scores computed in appearance and semantic-
embedding space, respectively, and h,is a small
MLP.The combined pixel relationship score is:

r(6,)) = 9@ )) Gsem (6.)) + (1 = g ))) Papp (0.))
Intuitively, in regions where semantic embeddings are
well-formed and informative (e.g., regions with
sufficient context), the gate favors the semantic
similarity; in regions where the embedding is less
reliable (e.g., near training-distribution edge cases),
the gate favors the more conservative appearance-
based similarity. This relationship score r(i,j) is used
to build the pixel-level similarity graph that seeds the
initial fine-grained partition.

Multi-Level Region Correlation

Given the pixel-level graph, an initial superpixel-level
partition {P,,...,Py}is obtained via graph clustering,
and an initial object-part-level partition
{Q4, ..., Qx}(K < M) is obtained by a coarser clustering
of the same graph with a higher merge threshold. For
each superpixel P,, MLRC computes a correlation
score between the pixel-level relationships internal
to P,and the relationships predicted by the coarser
object-part grouping Qcontaining B, :

p(Bn) = cort@{({r(i,j) : i,j € By} {po(i,j) : i,j € Bn})

where p,(i,j)is an indicator-derived score reflecting
whether iand jfall within the same object-part region
Q, and corrift,-)denotes a normalized rank correlation
between the two sets of pairwise scores. A high
p(B,)indicates that the pixel-level and part-level
groupings agree for that region; a low or negative
p(B,)indicates disagreement, signaling that the
region's correct granularity is currently ambiguous.
MLRC computes this correlation independently at
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each pair of adjacent levels (pixel-superpixel and
superpixel-part), producing a per-region agreement
vector used by the controller.

Self-Evolution Controller

The self-evolution controller is a lightweight
recurrent module that, at each iteration ¢, receives
the current per-region agreement vector and decides,
independently for each region, whether to (a) accept
the current partition for that region, or (b) apply a
refinement operation (e.g., a local re-clustering with
an adjusted threshold, or a targeted re-weighting of
the IPRM gate within that region) and re-evaluate.
Formally, for region mat iteration t:

d® = Controlleri@{p(P,)®, p(P) D, t)
€ {accept refine}

Regions marked accept are frozen and excluded from
further updates; regions marked refine undergo a
local update and are re-scored by MLRC at the next
iteration. This process continues until all regions are
accepted or the iteration count reaches T,,,, . Because
refinement is applied only to regions still flagged as
uncertain, computational cost concentrates on the
subset of the image that needs it, rather than being
spent uniformly.

The controller is trained jointly with IPRM and the
region clustering procedure using a combination of a
standard segmentation loss on the final accepted
partition, and a small penalty on the total number of
refinement steps used, encouraging the controller to
terminate as early as agreement is reached:

M
Ltotal = Lseg (Sfinal ’ y) + Ae E [Z Tm]
m=1

where T,,is the number of refinement iterations used
for region mand A,is a small coefficient balancing
accuracy against refinement cost.

Algorithm 1. SESP Inference

1. Extract dense features Ffrom the backbone.

2. Compute IPRM pixel relationships r(i,),and build
the pixel-level graph.

3. Derive the initial superpixel partition
{Py, ..., Py}and object-part
partition{Q,, ..., Qx}, K < M.

4. For t =1,..., Tha ,COMpute MLRC

agreementp(B,),m=1,..,M,for all regions;
query the controller for accept/refine decisions;

apply local refinement to flagged regions; stop if
all regions are accepted.

5. Output the final accepted partition as the
segmentation S.

EXPERIMENTAL SETUP

Datasets

Our work is benchmarked across five datasets:
BSDS500 (boundary and region quality assessment),
PASCAL VOC 2012 (object-based segmentation),
Cityscapes (driving scenes), ADE20K (general scene
understanding with a large set of labels), and COCO-
Stuff (object and stuff classes along with scale
variations).

Evaluation Metrics

The mloU, BF, and VI (lower is better) scores are used
to evaluate the overlap precision, boundary
localization, and information theoretic divergence of
the partition from the ground truth respectively. To
measure the claim about adaptability, the mean and
the standard deviation of the number of refinement
layers are evaluated as well as their correlation to an
independent scene complexity proxy (the number of
ground truth instances per image).

Baselines

compare against a single pass segmentation
architecture with fixed network depth, an iterative
refinement network with fixed depth and a fixed
number of refinement iterations (tuned to match the
average depth of SESP), a hierarchical multi-level
clustering algorithm without cross-level correlation
feedback, and a fixed gate model, which uses a static
global weight for appearance and semantics instead
of the learned gate of IPRM.

Implementation Details

Backbone is the traditional CNN encoder followed by
a semantic embedding head which outputs pixel
embeddings of size 128. The two hidden layers of
width 64 make up the gating MLP for IPRM. The max
budget of refinement iterations T_max is 8. The
controller is implemented as one-layer GRU that
works with per region agreement statistics. A_e is set
to 0.02. Training is done using Adam optimizer with
learning rate 2x10# and cosine decay with
augmentation in segmentation space.
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REesuLTs

Main Results

The performance of SESP on each benchmark is shown
in Table 1. The SESP method obtains the highest
mloU, Boundary F-score, and VI in all benchmarks

except ADE20K, in which case SESP has similar mloU
to the iterative baseline while outperforming the
baseline on the boundary metric and VI metric. This
improvement can be most clearly observed in
BSDS500 and COCO-Stuff, which have the most
variance in scene complexity per image within our
benchmark set.

Table 1. Main results (illustrative values). VI is lower-is-better; all other metrics higher-is-better.

Method BSDS500 | VOC2012 | Cityscapes ADE20K | COCO- Bnd. F | VI (avg.)

mioU mioU mioU mioU Stuff (avg.)

mioU

Fixed-depth single- | 0.401 0.412 0.768 0.441 0.386 0.487 2.31
pass
Fixed-depth iterative | 0.429 0.437 0.789 0.463 0.404 0.521 2.05
(matched compute)
Hierarchical 0.418 0.428 0.781 0.455 0.397 0.508 2.14
clustering (no cross-
level feedback)
IPRM w/ static gate | 0.437 0.441 0.793 0.467 0.409 0.529 1.98
(no MLRC/controller)
SESP (ours) 0.468 0.462 0.807 0.469 0.428 0.561 1.79

Adaptive Refinement Depth Analysis

The average depth of refinement in the test images is
3.4 (std 1.7) which is much lower than the max limit
of 8, meaning that the control system cuts off before
the limit in most regions. There is a positive
correlation between the mean depth of refinement

per image and the number of instances in the image
(Spearman’s p = 0.52 on COCO-Stuff, p = 0.47 on
ADE20K), implying that SESP gives a greater depth of
refinement to more complex scenes rather than
uniform depth.

Ablation Study

Table 2. Ablation study on PASCAL VOC 2012 (illustrative values).

Configuration mioU Boundary F Vi
Full SESP 0.462 0.561 1.79
w/o IPRM (appearance similarity only) 0.421 0.512 2.08
w/o IPRM (semantic similarity only) 0.433 0.524 1.97
w/o Multi-Level Region Correlation (single level) 0.439 0.531 1.94
w/o Self-Evolution Controller (fixed max-depth | 0.448 0.542 1.88
refinement)

Both single-source variants (appearance only or
semantic only) of IPRM perform worse than the
learned gate, and the semantic only variant performs
slightly better than the appearance only variant,
implying that the semantic similarity, in isolation
from the conservative nature offered by the
appearance-based measures, does not explain the
advantage of IPRM. The exclusion of MLRC and the
use of only one level of clustering (only superpixels)
degrades the performance on all the evaluation
criteria, thereby proving the importance of cross-
level agreement. The removal of the self-evolution
controller in favor of a fixed schedule (always running
for T_max number of iterations) helps bridge part of

the performance gap but still lags the full SESP
approach in Table 2.

Qualitative Observations

The qualitative results show that most of the
refinement iterations in SESP are spent on areas close
to the boundary as well as small object regions,
whereas the larger background regions are generally
accepted within just one iteration. The result is sharp
boundaries in small/thin object regions without the
higher background over-segmentation that is
witnessed when using a fixed-depth iterative baseline
algorithm.
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Discussion AND LIMITATIONS

The adaptive computation in SESP for each region is
harder to efficiently batch compute on typical
accelerators compared to fixed-depth architectures,
because different regions in a batch of images may
need to do different numbers of iterations; in our
current implementation, use padding and iteration
masking to address this problem, but dynamic
batching is a straightforward systems-level extension.
The learned correlation between the number of
iterations needed to refine and the scene complexity
is weak instead of strong, which indicates that the
controller is influenced not only by scene complexity
but also by other aspects (domain shift, for example),
that are not taken into consideration in the instance
count proxy. The upper limit of refinement T_max is
a fixed hyperparameter in  our current
implementation but making it dependent on the
computational cost constraint defined at deployment
time is an interesting idea for future exploration.

CoNCLUSION

SESP, the proposed self-evolving segmentation model
is composed of Intelligent Pixel Relationship
Modeling, Multi-Level Region Correlation, and a self-
evolving control module used to evolve the depth and
level of pixel relationship modeling based on the
evidence of uncertainty detected in each individual
image and region. The experiments performed on five
different datasets have proven the superiority of the
SESP compared to both fixed-depth and fixed-level
models and our analysis of the learned refinement
depth proves our assumption about the adaptiveness
of the proposed algorithm. believe that this direction
of research, namely learning and adaptiveness of the
depth and location of the refinement process of the
segmentation procedure, might serve as an
interesting addition to advances in feature extraction
architecture.
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